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ABSTRACT
Hypermedia links and controls drive the Web by transform-
ing information into affordances through which users can
choose actions. However, publishers of information cannot
predict all actions their users might want to perform and
therefore, hypermedia can only serve as the engine of appli-
cation state to the extent the user’s intentions align with
those envisioned by the publisher. In this paper, we intro-
duce distributed affordance, a concept and architecture that
extends application state to the entire Web. It combines in-
formation inside the representation with knowledge of action
providers to generate affordance from the user’s perspective.
Unlike similar approaches such as Web Intents, distributed
affordance scales both in the number of actions and the
number of action providers, because it is resource-oriented
instead of action-oriented. A proof-of-concept shows that
distributed affordance is a feasible strategy on today’s Web.

Categories and Subject Descriptors
H.4 [Information Systems Applications]: Miscellaneous

Keywords
affordance, distributed systems, hypermedia, rest, Web

1. INTRODUCTION
The world around us is filled with affordances—properties

of objects that allow us to perform actions. For example,
a door handle is the affordance that lets us open a door,
and a pen is the affordance that allows us to write a note.
However, that same pen can afford stirring a cup of coffee
and, with some skill, even opening a beer bottle. While
psychologist James J. Gibson initially defined “affordance”
in 1977 as an objectively measurable action opportunity
provided by an object [18], it was Donald Norman who
saw the potential of making those opportunities subjective,
depending on who wants to use the object [25].
Little did Gibson and Norman know that their notion

would become a key concept of the World Wide Web. Thanks
to the invention of hyperlinks, documents became affor-
dances through which actions could be performed. More than
40 years after Gibson, Roy T. Fielding put it as follows [15]:

When I say hypertext, I mean the simultaneous
presentation of information and controls such
that the information becomes the affordance
through which the user (or automaton) obtains
choices and selects actions.
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Interestingly, on today’s Web, the subjectiveness of affor-
dances works in a publisher-driven way rather than a user-
driven way. It is indeed the content publisher who decides
what hyperlinks the user will have at his disposal. However,
how can a publisher possibly know all the actions a user
might want to perform? For example, if someone publishes
a book review and adds a link to buy that book on Amazon,
this will cover one possible action. But what if the user
wants to read the book online, or borrow it from his local
library? Although the “read online” action might reasonably
be foreseen, “borrow from local library” is entirely dependent
on the user and his current context, and can therefore not
be determined beforehand. In general, just like with the pen
that is used as a bottle opener, providers can never guess
all actions users might want to perform.
The question gets even more intriguing when hyperme-

dia drives the application state. Fielding explained that, in
hypermedia apis, the user advances the application state
through controls in representations of resources. Conse-
quently, every hypermedia representation must contain the
controls leading to next steps [15]. For example, if a user
is buying books, the representation of his virtual shopping
cart must include links that allow him to order more or to
proceed to the payment. Again, we can ask ourselves the
same question: how can a publisher know what next steps
the user might want to take? Sure, all possible steps within
the application might be known, but what if the user wants
to do something else, such as reading a sample chapter on
the author’s site, or asking social network friends which of
two books they recommend?
In a Web for the 21stcentury, we can no longer confine appli-

cation state to the boundaries of a single application. Instead,
we should see application state on a Web scale, where the
affordance provided by a piece of information is distributed
across different Web applications. This paper therefore intro-
duces a scalable approach to construct distributed affordance
by generating personalized hypermedia controls that are ob-
tained from several external sources. This transforms hyper-
media affordance into a subjective experience, not imposed
by the publisher, but created around the user.
This paper is structured as follows. In the next section,

we discuss related work by looking at the broader hyperme-
dia context and examining other solutions for personalizing
affordances. Section 3 introduces the distributed affordance
concept, and Section 4 describes its proposed architecture.
Section 5 shows a proof-of-concept that brings distributed
affordance to today’s Web browsers. The possibilities and
limitations of our solution are discussed in Section 6. Finally,
we conclude and outline future work in Section 7.
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2. RELATED WORK

2.1 The Web and Hypermedia
The invention of the World Wide Web [6] finally enabled hy-

permedia at a global scale. The requirements of such a large
distributed system have been investigated by Fielding [16, 17],
who derived the Representational State Transfer (rest) ar-
chitectural style as a framework to develop and analyze dis-
tributed hypermedia systems. One of the constraints imposed
by rest is hypermedia as the engine of application state, the
notion that representations should contain the controls to
advance the application state, e.g., hyperlinks and forms
that lead to subsequent steps. This constraint is essential
to guarantee independent evolution of client and server and
therefore long-term evolvability.

2.2 Web Intents
Today, the idea of dynamically adding affordances is mostly

associated with Web Intents [9, 20]. Initially conceived by
Paul Kinlan of Google, Web Intents aimed to become a Web
version of the Intents system found on Android devices, where
intents are defined as “messages that allow Android compo-
nents to request functionality from other components” [37].
With Web Intents, Web applications can declaratively indi-
cate their intention to offer a certain action, and websites
can indicate they afford this action. For example, social
media sites can indicate they enable the action “sharing”,
and a photo website can offer their users to “share” pictures.
When a user initiates the “share” action on the website,
Web Intents then allow him to share the photo through his
preferred supported application.
While Web Intents’ goals are similar to ours, there is

a crucial difference in their architecture that severely limits
their applicability. The benefit of Web Intents is that they
are scalable in the number of action providers. Without Web
Intents, publishers have to decide which action providers they
support. For instance, the publisher of the photo website
would have to decide which specific sharing applications
it would offer its users. With Web Intents, the user can
share photos through his preferred application, without the
publisher having to offer a link to it. A major drawback of
Web Intents is that they do not scale in the number of actions.
Although the OpenIntents initiative allows to define custom
actions [26], a publisher still has to decide which actions to
include. In the photo website example, the publisher might
opt to include a “share” action, but that is not useful if the
user wants to order a poster print of a picture, download it to
his tablet, or edit it in his favorite image application. While
this strategy works on a device platform such as Android,
where the set of possible actions is limited because of device
constraints, such a closed-world assumption cannot hold on
a Web scale. In November 2012, Web Intents support was
removed from the Chrome browser [8]. Summarizing, we can
say that Web Intents do not solve the core issue: a publisher
still has to determine what affordances a user might need.
The problem thus shifts from deciding which action providers
to support to deciding which actions to support. Therefore,
Web Intents only offer personalized affordance to a limited
extent and do not sufficiently scale.

2.3 Social Interactions
A very prominent form of external affordances on today’s

Web are widgets that provide social interactions. We consider

them external because they are commonly included in html
representations as script or iframe tags whose source url
leads to an external domain, classifying them as embedded link
hypermedia factors [4]. Examples include the Facebook Like
button and the Twitter Tweet button [11]. Some of those
widgets demonstrate personalized affordance: for instance,
Facebook can personalize its button with pictures of the
user’s friends with links to their profiles. However, it is still
the publisher who must decide what sharing applications to
include. An additional issue is that different applications
demand different metadata for optimal widget integration,
which can make adding widgets costly [34].
Services such as AddThis [1] offer simple personalized

access to different social networking sites. Publishers only
have to include one external script to provide access to many
different interaction providers. If the visitor has an AddThis
account, he may indicate his preferred sharing applications,
which are then shown on visited pages that include AddThis.
We could see AddThis as a version of Web Intents with
only one action, albeit a platform in which the supporting
applications do not have to indicate their intention since
AddThis indexes them centrally—and manually. Therefore,
the principle is not scalable in the Web sense of the word.

2.4 Context-based Hyperlinks
Since the early days of the Web, we have seen context-

based hyperlinks. One typical example are advertisements.
On the one hand, on-demand hyperlinks from advertisers can
appear in search results for certain queries. While these links
are certainly personalized, they are not distributed because
they are generated by the server, based on a user profile. In
that sense, they are part of the regular application state flow,
because they effectively point to next steps a user might want
to take. The decision of which links to include is however
determined by an application-specific user profile as opposed
to an independent, cross-application preference indication.
The collection of possible hyperlinks is also centralized—and
closed, because of the financial aspects involved in advertising.
On the other hand, advertisements can be embedded in
publishers’ websites, which slightly changes the situation.
Still, they will not add affordance to the resource the user is
viewing, but rather show links to related services that reflect
in the first place the interest of the advertiser and are thus
again publisher-driven.
Adaptive navigation support [13] is the corresponding

topic within adaptive hypermedia [12], a research field that
concerns the personalisation of the hypermedia experience.
However, most adaptive navigation systems seem to work
with recommendation suggestion rather than automatic link
generation. Systems that do generate links mostly work
on a closed set of documents and affordances. In several
cases, the generated links do not specifically enhance the
consulted resource, but merely act as an affordance of the
resource’s context instead of the resource itself, decreasing
their relevance.

3. CONCEPT
3.1 Motivation
Every time we browse the Web, we take for granted the

revolution http hyperlinks have brought to information
consumption. Nonetheless, the idea that you simply click on
a piece of information to possibly retrieve a resource from the
other side of the world started a groundbreaking revolution.
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Like any good technological invention [5], we notice it only
when it is absent: when we are on a Web page and want to
perform an action for which we find no hyperlink. We identify
three distinct possible causes that can lead to this:

1. The affordance is present, but overlooked.
This is where Gibson’s [18] affordances differ from Nor-
man’s [25]. Whereas Gibson considers all action possi-
bilities, even those (seemingly) inaccessible for a sub-
ject, Norman focuses on perceived affordance.

2. The affordance is present with another provider.
This happens when the affordance leads to an action
that addresses the user’s intention but not his preferred
handling. For instance, a site offers the “share” action
with Facebook but not with Twitter.

3. The affordance is not present.
The user has to fall back to other mechanisms, since the
desired action cannot be completed with hypermedia.
This is caused by a mismatch between the publisher’s
expectations and the user’s actual intentions.

Each of the above three causes involves the following actor
groups. The publisher offers a representation of a resource
and its associated affordance. The user consumes this repre-
sentation and depends on the affordance therein to perform
subsequent actions. The provider offers the actions desired
by the user; this actor can either be the publisher itself or
a third party.
The first of the three causes is the result of the user’s subjec-

tive perception and therefore not a technical but a usability-
related issue, which the publisher can solve with various
strategies [27]. The second and third causes concern objec-
tively missing affordances and therefore demand a different
category of solutions.
For the second cause, where the publisher supplies the

actions but not the desired provider, solutions such as Web
Intents exist, as discussed in the previous section. The ex-
plicit assumption of these solutions is that a publisher cannot
foresee all providers for all possible actions, which is correct.
However, their implicit assumption is that a publisher can
foresee all actions a user might want to perform, which is
equally unrealistic on a Web scale as foreseeing all providers.
Therefore, the second cause is actually a corner case of the
third, especially if we consider a desired action as the combi-
nation of an intention and a specific provider.
Finally, for the third cause, and for the portion of the

second cause where existing methods fall short, there are
presently no solutions, which is the main motivation behind
this paper. In essence, the issue arises because current hy-
permedia systems maintain a closed-world assumption [30].
Since none of the common definitions of hypertext state that
all possible next steps should be contained in a hypertext
document [14, 15, 24] (which is impossible anyway with such
a multitude of users), the notion of hypermedia as “the engine
of application state” is limited to those situations where the
publisher has correctly predicted the actions a user (or ma-
chine client) might want to take. Unfortunately, more often
than not, publishers have specific use cases in mind and will
only supply affordance they consider relevant. In that sense,
“hypermedia as the engine of application state” remains con-
fined to the borders of a single application—unless we find a
way to realize an open-world assumption for hypermedia.

3.2 Observations
In order to devise a solution, we will look at current user

behavior when desired affordance is missing in the hyperme-
dia representation. The flexibility of the term “affordance”
becomes apparent when we see that users are still able to
realize their intention by achieving the action through other
means. For example, if a user wants to share a photo on
his preferred social website, but a hyperlink is missing, he
can use the browser’s affordances and type the website’s
url in the address bar and manually share the photo. The
same applies to other actions such as ordering a print and
downloading the photo to a tablet. This reminds us of pre-
hypermedia times, before information became an affordance.
It is also not unlike machine clients that are consuming
a non-hypermedia driven api and, for lack of affordance in
the representation, are forced to know themselves how to
advance the application state.
This does not mean the representation lacks the necessary

information to proceed to the action. It does, however, mean
that the affordance for this action does not reside in the
representation itself, and has to be created manually from
non-actionable information in that representation and out-of-
band knowledge about action providers. For example, a user
reading a book review might want to perform actions such
as buying the e-book version or borrowing it from a local
library. If the controls that afford buying are not present in
the review page, the user might copy the book’s title from
the review text (non-actionable information), paste it into
a search engine, and then find the relevant search result
that does afford buying (knowledge about action providers).
However, such an approach that relies on manual creation
of external affordance is far less efficient than affordance
resulting from the “simultaneous presentation of information
and controls” [15].

3.3 Distributed Affordance
Based on the observation that representations often con-

tain the necessary information, albeit in non-actionable form,
and the fact that knowledge about action providers is avail-
able, we introduce the concept of distributed affordance. The
idea is to dynamically create affordance based on the infor-
mation already present in the representation, with knowledge
from distributed sources. This will augment the affordance
of the representation with controls that directly relate to
the representation itself, instead of merely to its context.
Furthermore, we do not need to assume the publisher knows
the desired actions the user wants to perform or the providers
he prefers, as the only data needed from the publisher is
information about the representation itself. Based on the
user’s profile, we construct the most relevant affordance, de-
pending on his preferences and current browsing context. For
example, for the user reading the book review, hyperlinks
to the e-book version and the user’s local library could be
inserted automatically as distributed affordance.
The technical challenges are, firstly, to extract the non-

actionable information from the representation and secondly,
to organize the knowledge about actions offered by providers.
Thirdly, we need to capture a user’s preferences to, fourthly,
combine the non-actionable information and the knowledge
about action providers into possible actions. Fifthly, we must
integrate affordances for these actions into the original repre-
sentation. In the next section, we introduce an architecture
that supports the creation of distributed affordance, starting
with the components that realize these five functions.
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Figure 1: The resources inside a representation are extracted 1 and combined with api descriptions 2 ,
based on the user’s preferences 3 , into actions 4 , for which affordances are added to the representation 5 .

4. ARCHITECTURE

4.1 Components
The model architecture consists of five groups of compo-

nents, as displayed in Figure 1, which we discuss in more
detail below.

1 Information extraction Given a resource with non-
actionable information items, a ResourceExtractor extracts
those items as resources with properties. These resources are
structured as key/value pairs, for example as json [31], or
more formally, as rdf triples [21]. The benefit of the latter
is that the properties are uris, which gives them universal
meaning across different applications. ResourceExtractor
itself is only an interface, as many implementations are pos-
sible. For example, for html representations, we can define
implementations that extract resources from rdfa [2] or
html5 microdata [38]. For (partly) textual representations,
extractors could for instance use named-entity recognition
techniques [23]. In any case, the possible extractors depend
on the media types of the available representations.

2 Provider knowledge The knowledge about actions
offered by a provider can be generalized in api descriptions.
The information in these descriptions should be structured
in such a way that, given certain resource properties, it is
simple to decide which apis support actions on that resource.
Different APICatalog implementations can support different
api description methods, such as rell [3] or restdesc [35].
It is important to note that the resource extraction method
is independent from the api description method, i.e., api
catalogs allow to search for apis based on resources and
their relationships, regardless of how these resources were
extracted. This prevents coupling between information de-
scription and api description, allowing instead to explore
all combinations thereof, which results in a more valuable
affordance for the user.

3 User preferences A PreferenceManager keeps track
of a user’s preferences and thereby acts as a kind of filter
on the APICatalog, typically selecting only certain apis and
sorting them according to appropriateness for the user. Var-
ious models are possible, such as explicitly asking a user
to indicate his preferences or learning from previously used
affordances. In simpler implementations of the architecture,
the role of the PreferenceManager can be taken care of by
the APICatalog, which then only includes api descriptions
that match the user’s preferences.

4 Action generation Based on a user’s preferences,
an ActionProvider instantiates possible actions, which are
the application of a certain api on a specific set of resources.
Thereby, every action is associated with one or more resources
inside the representation, which makes the actions specific
for the representation instead of merely related to its context.

5 Affordance integration A final category of compo-
nents are RepresentationEnricher implementations, which
add affordances for the generated possible actions to a hy-
permedia representation that is sent to the user. Through
these affordances, the user can chose and execute the de-
sired actions directly. Implementations depend on the media
type of the desired representation as they need to augment
its affordance in a specific way. Technically speaking, this
media type could be different from the media type whose
non-actionable information was extracted, e.g., resources
could have been extracted from a json representation while
the result is presented as html.

4.2 Deployment
Two main deployment strategies exist: the components

can be deployed inside the client or offered as a service.
Client-based The architecture that provides the dis-

tributed affordance can be implemented directly in a hyper-
media client, or as a plugin thereof. In the common case of
a Web browser, it can be programmed as a browser extension.
The benefit is that some of the client’s functional blocks can
be reused, such as the representation parser. When the client
requests a representation, the extractor will be triggered to
find resources therein, which will prompt the action provider
to combine these resources with relevant api descriptions
into actions. Affordances for these actions can then be added
in the interface. In graphical clients, they could become part
of the user interface or the hypermedia browsing space. For
machine clients, they are added to the existing affordance set.
Affordance as a service The drawback of the above

approach is that users need a supporting client to profit
from the augmented affordance. This assumption can lead
to a bootstrapping problem. Therefore, the architecture can
also be offered as a service, exposing a hypermedia api with
distributed affordance as resources. Meant as a transitional
measure, These resources can be included as embedded links
in representations [4] to augment them with dynamically
generated affordance. This strategy is thus able to leverage
distributed affordance without explicit client support.
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Figure 2: The links at the bottom are automatically generated affordance, resulting from the application of
api descriptions to machine-interpretable data extracted from the representation’s html source.

5. PROOF OF CONCEPT

5.1 Functionality
We have developed a proof of concept platform that im-

plements distributed affordance as a service, allowing to
demonstrate the concept without a specific browser exten-
sion. This platform, called Vyperlinks, allows straightforward
integration of distributed affordance into existing representa-
tions. Vyperlinks is a hypermedia api that serves distributed
affordance resources through the following uri template [19]:

http://vyperlinks.org/actions{?for}

Herein, the for parameter should become a uri with a frag-
ment identifier [7] that points to the resource within a docu-
ment for which to generate distributed affordance. The pres-
ence of the fragment is important, because representations
might include different resources that each have different
affordances. The resolving strategy differs per media type;
for html, the fragment corresponds to the element with the
same identifier. An instantiation of this template points to
an actions resource that contains the distributed affordance
for the specified resource.
An html document can indicate a placeholder for affor-

dances with <div class="affordances" data-for="id">,
where id is the identifier of the element for which affordances
should be generated. If the browser does not support dis-
tributed affordance (neither natively nor with an extension),
a so-called shim script will take over and request the affor-
dances through Vyperlinks using an iframe. The iframe’s
same-origin policy guarantees the privacy of the user’s pref-
erences and maintains the trust of the provided affordance.

5.2 Implementation
When the Vyperlinks server receives a request for an ac-

tions resource, it first fetches the resource with the specified
url, without the fragment identifier. If the request success-
fully returns a representation, the resources it contains are
extracted. Then, they are offered to an action provider that
generates the actions according to the user’s preferences, and
are subsequently filtered for those actions that act upon the
resource identified by the fragment. Finally, affordances for

these actions are represented in a hypermedia format, which
is then sent back to the user.
The user can be identified on the Vyperlinks platform with

existing mechanisms [29, 32]. This concept is similar to those
discussed in Section 2.3 and distinct from the identification
mechanism of the application that embeds the affordance.
Users that do not have a Vyperlinks account or that are
not authenticated receive best-effort personalizations, for
instance, based on their language or location. Even with-
out personalization, the affordance remains distributed and
relevant, i.e., it is constructed from distributed sources and
specifically generated for the specified resource.

5.3 Technologies
Currently, the Vyperlinks server supports html representa-

tions and html5 microdata [38]. The current api description
model straightforwardly matches a resource’s type and asso-
ciated properties. We plan to extend Vyperlinks with more
extractors and description models, as well as with advanced
user preference management, as detailed in Section 7.

5.4 Examples
We have created two examples that demonstrate the inte-

gration of distributed affordance in annotated html docu-
ments,1 which we will discuss below. When studying these
examples, it is convenient to look at both the rendered page
in the browser and the html source code.

Book example This example, shown in Figure 2, has
been adapted from the Schema.org website [10] and features
an html representation of the book “The Catcher in the Rye”
marked up with html5 microdata in the Schema.org vocabu-
lary. The corresponding resource has been given the identifier
book. To this representation, we added a placeholder for
affordances relating to the book resource. The Vyperlinks
platform extracts the properties of the book (such as author
and title) and uses them to generate hyperlinks that afford
buying and borrowing, among other actions. Rather than
merely link to the action providers’ start page, the hyperlinks

1Available at http://rubenverborgh.github.com/Distributed-
Affordance-Examples/
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directly point to the page about the specific action on the
specific resource, i.e., at the furthest possible point in the
application state, which is the point to where a manually
inserted link would also lead.

Publications example This example shows a scientific
publication list that has been annotated with Schema.org
markup. Every entry in the list has its own identifier. In
contrast with the previous example, multiple affordance place-
holders have been inserted, one for each entry. This demon-
strates the necessity of dealing with multiple resources in
a representation through fragment identifiers, and the fact
that affordances can be anchored in different places of the
hypermedia document. At the same time, it indicates the
capability of the Vyperlinks application to timely serve many
actions resources.

6. DISCUSSION

6.1 Enabling Factors
An important difference between the proposed distributed

affordance technique and other solutions that require their
own annotation mechanisms [34] is that distributed affor-
dance aims to reuse existing annotations by providing dif-
ferent extractors. The goal is that no specific modifications
should be necessary to allow users to benefit from distributed
affordance. However, we do require some form of annotations
to be available, so we have to trust there will be sufficient
incentives for publishers to mark up data, such as better in-
dexing by search engines or increased social media exposure.
If not, we can always fall back to content analysis techniques,
but they will be more error-prone.
Additionally, we rely on markup of provider services, be-

cause we need machine-processable api descriptions to gen-
erate affordances for these providers. Fortunately, these
descriptions can be created by third parties instead of solely
by the providers themselves, as indicated by the examples
of Section 5.4, where we created the provider descriptions
ourselves. The architecture can support multiple api sources,
so complex descriptions in different formats are possible.

6.2 Performance
Affordance should be at the user’s disposition as soon as

possible, since the user depends on this affordance to perform
actions. Furthermore, in traditional hypermedia, the affor-
dance is served synchronously with the information, so only
minimal delays are tolerable. Therefore, the performance
of distributed affordance platforms is crucial and several
aspects require special attention.
The critical path of the current affordance-as-a-service

implementation is as follows:

1. fetch the provider’s representation;
2. extract resources from the representation;
3. generate actions from the resources;
4. represent the actions;
5. send the representation to the user.

Therefore, an increase or decrease in time on any of the above
steps directly influences the total time of each affordance
creation. However, the process can be implemented with
streams as a pipe-and-filter architecture, e.g., resource ex-
traction can start when the representation has only partially

been retrieved and action representation can start as soon
as one action becomes available. Nonetheless, the duration
of every step must be kept as short as possible.
The current Vyperlinks platform implements several perfor-

mance optimizations. One of them is caching: the provider’s
representation is only fetched when needed, such that re-
peated requests are not necessary if one representation con-
tains multiple distributed affordance containers. Further-
more, Vyperlinks responses are also cacheable on a per-user
basis. Another optimization strategy is to generate actions
as fast as possible by using proxy urls. This is necessary
because many providers do not directly expose a link to the
desired application state. For instance, an online book ven-
dor might have a search result resource that can be accessed
directly, but one has to download this result page to obtain
a direct link to the desired book page. Instead of fetching
such intermediary pages when the affordance is generated,
the platform returns a proxy url, which is dereferenced
only when used. Additional improvements could involve
client scripting, for instance, to avoid multiple requests when
a page contains different affordance containers, and to speed
up dereferencing by pre-loading proxy urls.

6.3 Scalability
As usual with concepts proposed for the Web, the question

is: will it scale? We will therefore look at the key facets that
make distributed affordance scalable. First, we have to note
that the principle of composing affordance from different
sources is created to make affordance scalable, i.e., to avoid
unnecessary coupling between a client and a server. While
the hypermedia as the engine of application state constraint
improves the independent evolution of client and server—
because the client dynamically discovers what next steps it
can take—it only works in as far as the server can correctly
predict the next steps the client is interested in. Thereby,
conversational coupling [28] is traded for affordance coupling,
which is better, but suboptimal. Distributed affordance
removes this coupling by letting the client choose one or
more affordance providers.
Second, we must investigate whether the proposed ar-

chitecture is scalable itself. In the case of a client-based
deployment, every client has its own distributed affordance
component, and therefore scales with the number of clients.
In the case of a service-based deployment, the rest style can
be used (as is the case with Vyperlinks), because the stateless-
ness and cacheability constraints facilitate replication across
different servers. The proposed architecture does not have
many inter-component dependencies, so it is straightforward
to distribute components across multiple servers.

6.4 Openness
A final discussion facet is the openness of the distributed

affordance concept, because it would be contradictory to
offer distributed affordance from a single centralized system.
It is therefore crucial to understand that Vyperlinks is one
implementation of distributed affordance and not the imple-
mentation. This is why we encourage to use the declarative af-
fordance placeholder, which can be supported by the browser
natively or through an extension, or with a JavaScript shim
(similar to the Web Intents mechanism [20]). That way, users
can indicate their preference for a particular distributed
affordance provider.
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Figure 3: A comparison of distributed affordance and related technologies shows how they differ in the
involvement of representations r , resources R , actions A , and action providers P .

Another aspect of openness is the question whether pub-
lishers will endorse distributed affordance. After all, it might
be in the publisher’s interest that users only have a limited
affordance at their disposal, for instance, for commercial
reasons. We can therefore imagine that publishers might
like to exclude certain actions from the generated affordance.
These commercial considerations should be balanced with
the desire to have an open ecosystem.

7. CONCLUSION AND FUTURE WORK
In this paper, we have observed the discrepancy between

affordance publishers and consumers, and offered a solution
and corresponding architecture for distributed affordance.
Based on a user’s preferences, affordance is generated dy-
namically from distributed providers using non-actionable
information inside representations. This information does
not target a specific api or action, but rather consists of high-
level machine-interpretable properties about the resource. In
contrast with very specific interfaces, this semantic interface
enables serendipitous reuse [36] of the resource by many
different apis. The task of a distributed affordance platform
is to create affordances to the subset of those apis that is rel-
evant for the user. Such a platform can either be integrated
in a client or offered as a service.
In order to position distributed affordance in the broader

Web api ecosystem, we schematically compare it to related
technologies in Figure 3. We will revisit the example of a pub-
lisher that offers a Web page with a book review. First, the
important thing to note is that an affordance is not strictly
necessary for the user to perform the desired action, such as
buying or borrowing the book. If the affordance for the de-
sired action is missing [Fig. 3a], the user can always manually
extract the needed information from the representation to
carry out the action with a provider. For example, the user
could copy the title of the book and paste it into the search
engine of an online book store. This indicates the difference
between an affordance and an enabler. However, a direct
affordance is much more convenient. Second, api descriptions
might indeed lead to a provider, but their starting point is
different. Api descriptions without a functional discovery
mechanism describe how to access the action with a specific
provider [Fig. 3b], such as the required api interactions to
buy a book. Functional api descriptions [35] describe in what
ways providers can act on a resource [Fig. 3c], for instance,
the fact that the book can be bought through one provider
and borrowed through another. Third, Web Intents [20] are
able to suggest providers for actions indicated in a representa-
tion [Fig. 3d]. In that sense, Web Intents are non-functional
service descriptions that explain how to invoke a particular
action with different providers, offered through a convenient
but single-purpose html interface. Finally, distributed affor-
dance allows dynamic discovery of possible actions based on
the extracted resource properties, offering the highest degree
of freedom for affordance generation [Fig. 3e].

We conclude that distributed affordance takes an open-
world assumption with regard to the possible actions a user
can select, as opposed to current hypermedia formats that
require all affordances to be contained within the representa-
tion. Not only does this align better with the Web philosophy,
it is a step towards a personalized hypermedia experience.
The timing of this solution is not coincidental: it is only now
that resources become augmented with sufficient machine-
interpretable information [22], which is vital for automated
affordance generation. Furthermore, the shift towards seman-
tic description of rest apis, necessary to discover matching
actions, is also fairly recent [33]. These two evolutions enable
distributed affordance, leading to a Web in which not only
the information is open, but also the affordances each piece
of information contains.
Many aspects of distributed affordance are of interest for

future research. One important task is to design techniques
for user modelling [12], solving problems such as determining
which affordances are relevant for a user, and how these can
be selected and ranked in real-time. We should determine
where and how the user’s preferences are stored, and how we
can guarantee safety and privacy. A related question is the
discovery and storage of api descriptions. Api providers must
be able to publish descriptions in order to be found by users,
who can then incorporate these apis in their preferences.
Furthermore, publishers with commercial interests might
want to include only certain features, excluding affordances
that lead to their competitors, so a filter could be necessary.
In the future, we want to establish the Vyperlinks plat-

form as a leading example of the possibilities of distributed
affordance. We also plan to integrate the platform directly
into Web browsers. While the implementation of this paper
focuses on html representations, machine clients can also
benefit from distributed affordance in many ways. How-
ever, supplying affordance for such clients comes with new
challenges, such as extending the concept of preferences to
machines. A current bottleneck for the platform is the limited
availability of machine-interpretable api descriptions. There-
fore, we will explore the automated integration of existing
Web apis. After all, the more apis are supported, the better
the personalized distributed affordance experience becomes.
Finally, we aim to investigate the standardization of dis-
tributed affordance technology, with the ultimate goal of
making it widely available on the Web. On the website
http://distributedaffordance.org/, you can follow our
ongoing research in this area.
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